Problem set 1 solutions, part 2
7a) The dependent variables are percent foliar cover, estimated by looking at whether there was a leaf present at a large number of randomly selected points; frequency of perennial grasses, estimated by counting the fraction of 5X5 cm plots that contained one or more individuals; and peak biomass, measured by clipping, drying, and weighing all the aboveground biomass from a plot.  These are all continuous variables. They were collected for each of three native perennial grass species (although this doesn’t become apparent until the results section).  The independent variables are location on the slope, in three categories, presence or absence of grazing, presence or absence of fire, and year.  These are all categorical variables (in some circumstances year can be considered a discrete nominal variable, but here it only takes on two values).  The authors do not describe how they chose the three locations on the slope, nor do the say whether the burned areas were from natural fires or controlled burns.  The grazing manipulation was done by creating exclosures and grazing cows and sheep on the remainder of the study area.  The analysis was done by looking at the change in each of the first two dependent variables from the first year to the second.
b) Biomass production was plotted as a function of location, grazing treatment, burn treatment and year, but no statistical analysis was performed.  Claims in the text (“grazing and burning did not affect standing crop”) would have been stronger if an ANOVA had been performed.  ANOVA was used to analyze the change of foliar cover and frequency.
c) It is unclear from the paper whether the differences were calculated on data from individual measurement plots (change in cover in each transect, for example) or on aggregated data (change in average cover at a site, where the values for each year were averaged across transects before taking the difference).  The former would have more statistical power, as it would account for random variation in environmental quality across transects.  The ANOVA was not performed separately on each factor (independent variable), but all factors were combined into a more complex model which we will discuss later in the course.  There was absolutely no testing that the observations within each group were normally distributed, but for the change variables it appears from the standard error bars in figs 3 and 4 that the variances were similar across groups (this is not true for the biomass variables in fig. 2).  The sample sizes are very small (4 replicate transects in each grazing x slope combination), so violations of normality could greatly bias the P values.  Unfortunately it is also hard to assess normality with such small sample sizes.  Because of these two issues (no information about the level at which differences were calculated or about normality), I am uncertain how confident to be in these results.
8)  The distribution of pH changes do not look terribly normal – there are too many points either very close to the mean or far out in the tails.  There is also a strange pattern in the QQ plot (fig 1).  However, the distribution is fairly symmetric, so the t-test should be fairly robust.
[image: image1.wmf]-1

-0.75

-0.5

-0.25

0

0.25

0.5

.01

.05

.10

.25

.50

.75

.90

.95

.99

-3

-2

-1

0

1

2

3

Normal Quantile Plot


Figure 1: Histogram, box plot, and QQ plot of the change in pH in the Norwegian lakes.

The 95% CI using the t statistic is (-0.152, -0.009).  The 95% CI using a nonparametric bootstrap is (-0.153, -0.011).  I still reject the null hypothesis (P = 0.99), and the confidence intervals are virtually the same.  Thus the t test results are robust even though the data are not normally distributed. 
