ESM 206 Problem set 2
Solutions
Part A:
1) A regression of Highway MPG on weight in pounds has an estimated slope of -0.0073.  Thus a 100-pound reduction in weight should, on average, increase mileage by 0.73 MPG.

2) The equation is
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The estimate of b0 is 51.58, the estimate of b1 is -0.0073, and the estimate of the residual variance is 9.96.  The 95% confidence interval for b0 is 48.10 to 55.05, and for b1 is -0.0084 to -0.0062.
3) The interaction term shows how engine size affects the relationship between weight and mileage.  Since the parameter estimate is positive, increasing engine size seems to decrease the negative effect of weight on mileage.  Another way of looking at it is that increasing engine size improves fuel economy after accounting for car weight, and that this effect gets stronger the heavier the car is.  
4) The fit improves slightly.  The R2 goes from 0.65 to 0.68, and the F ratio for the entire model goes from 171 to 194.  Some slight curvature in the relationship is eliminated, and the unusually large residuals at low weight are brought under control.  This makes sense, for I would expect that an increase in weight should produce a proportional increase in fuel consumption, which is the inverse of mileage. (Note that in metric countries, fuel efficiency is generally measured in liters per 100 kilometers)
5) I first ran a model with weight, type, and the interaction between them.  The P values for the latter two were very large, so I removed the interaction (which had the larger P).  Then both weight and type were strongly significant (P < 0.0001; figure 1).  Thus, the different types have different inherent fuel efficiencies (intercepts) but the rate at which fuel consumption increases with weight is the same for all of them.  This may have a lot to do with aerodynamics, for the vans had the highest fuel consumption, given their weight.
Alternatively, the model with weight and the interaction describes the data almost as well (F = 48.9, vs. 49.3 for the previous model).  Vans again stand out, having the steepest slope (figure 2).  The reason both models do nearly equally well is that the dominant effect is van’s increased consumption for their weight, and that all the vans are heavy: there are no data on light vans that would tell us whether the lines should be parallel.
The type-specific coefficients for both models are in table 1.

Table 1: Type-specific intercepts (for the constant slope model) and slopes (for the constant intercept model) for the two models discussed in problem 5.
	Type
	Intercept
	Slope

	Compact
	0.1340
	7.266e-06

	Large
	0.1321
	6.742e-06

	Midsize
	0.1344
	7.389e-06

	Small
	0.1334
	7.053e-06

	Sporty
	0.1356
	7.802e-06

	Van
	0.1395
	8.689e-06


[image: image2.wmf]0.015

0.02

0.025

0.03

0.035

0.04

0.045

0.05

0.055

HiwayGPM

1500

2000

2500

3000

3500

4000

Weight

[image: image3.wmf]Compact

Large

Midsize

Small

Sporty

Van


Figure 1:  Highway fuel consumption as a function of weight, for the model with identical slopes but different intercepts.
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Figure 2: Highway fuel consumption as a function of weight, for the model with identical intercepts but different slopes.
Part B
1)  Economists distinguish between elastic goods and inelastic goods.  The former are ones where consumers have some option about how much to purchase, and respond to higher prices by reducing consumption.  Inelastic goods are those for which there is no substitute, such that the consumer has no choice but to continue purchasing it.  In the short term, gasoline has inelastic elements – we have to continue to drive to work, to the store, etc.  In a longer time scale, however, I would expect to see some elasticity, through changes in lifestyle, purchases of fuel efficient cars, etc.  Thus I would expect that as gas prices increase, consumption should decrease.

It’s not clear whether the relevant “price” should be adjusted for inflation.  If people are acting fully rationally, then the inflation-adjusted price should be the driving variable.  However, the current hysteria over gas prices (which are not exceptionally high in inflation-adjusted terms) suggests that most people respond to the unadjusted price.  For the purposes of illustration, I will assume that the unadjusted price is the appropriate variable to use, but of course the alternative is an equally good approach, as long as you explain why you’ve taken it.

2) Income is probably an important control variable – as incomes increase, we are less sensitive to price changes in any one commodity, we are more likely to buy big cars, and, perhaps, we are more likely to buy houses in the suburbs, enforcing a gasoline-hungry lifestyle (with the advent of the hybrid car, there may be an opposite effect, where only the wealthy can afford to buy energy-efficient vehicles – but the data we are using ends in 1995, where that is not an issue).

There are many other variables that might be relevant.  For example, I would expect gasoline consumption to decrease in response to increases in public spending on public transit infrastructure.  I would expect consumption to increase as population size increases, because new housing tends to be built farther from the urban center (sprawl).  Any variables that are rationalized in a similar way would be acceptable.

3) The OLS regression shows a highly significant relationship between consumption and price.  However, the relationship is in the opposite direction to the one I predicted: consumption increases as prices increase (figure 3).  Either our economic understanding is very wrong, or we are seeing biased results as a consequence of failing to include appropriate control variables.

4) The only control variable from section b that is in the data is income.  Adding this to the model produces parameter estimates that are all strongly significant (P < 0.01 in all cases) and changes the sign of the price parameter to be negative: Consumption = 145 – 85.3 Price + 0.019 Income, R2 = 0.775, P < 0.0001.  Thus, the control variable Income does affect consumption (positively, as I predicted), and changes the sign of the relationship between consumption and price to go in the predicted direction.  This 
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	Figure 3: Gasoline consumption as a function of price.



happens because including this variable removes the bias caused by the general increase in prosperity over the period of the data.

5) For full credit on this question, you should test all of the OLS assumptions.  I will go through them for the model that I have created:

Linearity in parameters: by inspection, this is satisfied.

Normality of residuals: The residuals exhibit very strong kurtosis, and are clearly not normally distributed (figure 4).  There is no power transformation that would fix this problem.  Although there may be some sort of exotic transformation that could work, let’s look at the rest of the assumptions first.
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	Figure 4: Studentized residuals from the regression of consumption on price and income.


Constant Variance: The plot of residuals vs. predicted values shows no obvious trend in the variance.  Thus this assumption is satisfied.

Residuals have expected value zero: The plot of residuals vs. predicted values shows that this is egregiously violated: the average residual value has a roughly quadratic dependence on the fitted value (figure 5).  Looking at the partial residual plots also shows quadratic dependence of the partial residuals on the independent variables, suggesting that we should square-root transform income and add a price squared term.  However, the curious patterns in the Price partial residual plot suggest that there may be other things going on as well.
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	Figure 5: Residual vs. fitted plot and the two partial residual plots for the model that includes price and income.


Residuals are independent:  There is strong positive temporal autocorrelation in the residuals, so this assumption is violated.  If there is no additional variable that could account for this, then the solution would be to use a GLS model that accounts for that autocorrelation.

Independent variables are measured precisely:  Unfortunately, we know nothing about this.  The data come ultimately from studies performed by the Bureau of Labor Statistics, so with some digging we might be able to find estimates of precision for the variables.

Independent variables are not collinear:  Price and Income are strongly correlated (r = 0.89).  Thus we might expect that the true P values for the individual coefficients are even smaller than the analysis reports.  Since this will not change our conclusions, this is not a problem for the analysis.
6) There are many things you can do with this question.  Here is one example:


Inspection of the data in figure 1 suggests that consumption qualitatively changed in the early 1970s.  Might there be an independent variable that explains this?  In late 1973 Arab nations announced an oil embargo against countries that supported Israel; this continued into 1974.  This caused massive gasoline shortages in the US, and aggressive marketing campaigns to conserve energy (as well as the imposition of the 55 mph speed limit).  This was probably the first instance of widespread public awareness of energy conservation issues in the US.  Thus we might expect that attitudes towards gas consumption, as well as awareness of prices (this was the first sharp increase in gas prices that Americans experienced - by more than a dime – to over 40 cents per gallon!) would change the response to gas prices.  Thus a created a dummy variable to represent the periods before and after the embargo – zero for 1973 and before, and one afterwards – and included it in the model both as a main effect and as an interaction with price.

All terms in this model are significant (table 1).  The results suggest that post-embargo, our baseline consumption went up (the main effect of Embargo), but that we became much more sensitive to price (the negative coefficient of the interaction).

Table 1: Parameter estimates for the model that includes the effects of the Arab Oil Embargo

	Term
	 
	Estimate
	Std Error
	t Ratio
	Prob>|t|

	Intercept
	
	-237.1025
	36.09708
	-6.57
	<.0001

	Price
	
	1804.7358
	161.5064
	11.17
	<.0001

	Income
	
	0.0084393
	0.001273
	6.63
	<.0001

	Embargo
	
	567.78436
	43.75518
	12.98
	<.0001

	Price*Embargo
	
	-1879.468
	156.8021
	-11.99
	<.0001


A 30% price increase from 1995 levels would be an increase in the Price variable of 0.3.  Since we are in a post-embargo world, the relevant coefficient is 1804.7 – 1879.5 = -74.8.  Thus consumption would decrease by 74.8 * 0.3 = 22 gallons per person per year.
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