ESM 206 Problem set 3

Solutions
Model is linear in parameters
This is clear by inspection.  Note that the model is nonlinear in variables, but this is not a problem.  However, the scientific justification for this log transformation of the variables is not presented in the paper (maybe if I had taken ESM 202 this would be obvious?).
The data are a random sample of the population
Assessing this requires a careful reading of the methods section.  The data points reported in the table each represent a mean of multiple nearby lakes, but it appears that the scale of consolidation was related to the scale at which atmospheric DIN was measured.  However, it appears that there might be spatial clustering even of these aggregated data.  Figure 1 of the paper shows where the study areas are located.  Although I do not know the spatial distribution of oligotrophic lakes in North America and Europe, it seems unlikely that they are clustered as tightly as they appear in the map.  In particular, the high clustering of data points in some countries (e.g. Sweden) suggests that there may be spatial autocorrelation.  Indeed, the majority of the Swedish points have negative residuals, suggesting that this could be a problem.
This creates the potential for bias in parameter estimates.  This lack of independence is a common problem when data are compiled from literature sources, rather than being based on a designed sampling program.  The best solution to this would be to include country (or region in North America) as an additional independent variable.

I created a new variable that assigned points that were listed together on the map as being in the same group.  Adding this variable to the model, the effect test for the new variable was barely significant (P = 0.0498), and slightly changed the estimate for the coefficient of log(atmospheric DIN), to 1.32.  The significance of the grouping variable is entirely driven by point number 33 (which is in a group of its own, and is the large negative outlier in the original regression).  Going back to Table 1 of the paper, this is a curious point, in that there is no year range given for the atmospheric DIN nor is there a sample size for the lake DIN.  If we simply eliminate this point from the analysis, then the estimate for the slope returns to the original value (1.34) and the grouping variable is no longer significant.  This suggests that if we are justified in eliminating point 33 (this would require going back to the original data source to evaluate whether these values are less reliable than the others), then the remaining effects of spatial autocorrelation are likely to be minor.  In either case, our estimate of the slope parameter does not seem to be badly affected by the fact that observations are heavily clustered in some countries or regions.
The expected value of the errors is always zero
Since there is only one independent variable, we can simply look at a plot of the dependent variable vs. the independent variable.  There is no apparent nonlinearity here, so this assumption seems to be satisfied.
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The independent variables are not too strongly collinear
This is not relevant, as we only have one independent variable in the model.
The independent variables are measured precisely
This seems to be violated.  The values for atmospheric DIN are presented as means and standard deviations (see footnote to the table); it appears that this represents the mean and variability across years.  In most cases the standard error of the mean is a substantial fraction of the range of the independent variable.  Although these values are for the untransformed DIN, there is a corresponding uncertainty in the log-transformed data.
This creates a virtual certainty that the parameter estimates are biased towards zero.  Given that we are provided enough information to calculate the standard errors of atmospheric DIN, it is in principle possible to use advanced techniques to correct for that; in the absence of such expertise, we can say that it is likely that the effect of atmospheric DIN on lake DIN is likely to be stronger than that revealed by the regression.
The residuals have constant variance
Even if we ignore the large negative residual for point 33, it appears that points with large values of the predicted dependent variable have substantially lower variance in the residuals than other points.  Thus there appears to be heteroskedasticity, which is a violation of this assumption.
This would mean that the P-values are unreliable.  However, because the P-values are so tiny in this case, it seems likely that the true P-value would be less than 0.05.
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The errors are normally distributed
The studentized residuals appear to be slightly negatively skewed, although this is largely driven by point 33.  However, the QQ plot is consistent with the residuals being normally distributed, so this assumption is supported.
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Summary
The only severe violation of the OLS assumptions is the measurement error in the independent variable.  This is likely to mean that the actual relationship between log(lake DIN) and log(atmospheric DIN) is even steeper than is suggested by the model.
